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ABSTRACT 

This study addresses the issues of overload and chaos in MOOC 

discussion forums by developing a model to categorize and 

identify threads based on whether or not they are substantially 

related to the course content. Content-related posts were defined 

as those that give/seek help for the learning of course material and 

share/comment on relevant resources. A linguistic model was built 

based on manually-coded starting posts in threads from a statistics 

MOOC (n=837) and tested on thread starting posts from the 

second offering of the same course (n=304) and a different 

statistics course (n=298). The number of views and votes threads 

received were tested to see if they helped classification. Results 

showed that content-related posts in the statistics MOOC had 

distinct linguistic features which appeared to be unrelated to the 

subject-matter domain; the linguistic model demonstrated good 

cross-course reliability (all recall and precision > .77) and was 

useful across all time segments of the courses; number of views 

and votes were not helpful for classification.   
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1. INTRODUCTION 
Massive Open Online Courses (MOOCs) are online learning 

environments that are open to anyone with web access [7]. 

Generally charging no cost for participation and setting no 

prerequisite requirements, the courses often attract thousands, or 

even hundreds of thousands of registrations. In the past several 

years, MOOCs have seen dramatic growth in terms of available 

platforms, participating institutions, courses offered, and learners 

involved [10, 28]. 

With such large scale enrollments and the support of the Internet, 

MOOCs have the potential to provide abundant interaction 

opportunities for learners. Interaction is a key component in the 

quality of online learning, providing important support to learners 

[31]. Specifically, providing a good interaction environment is 

considered an important criterion for the quality of MOOCs [17]. 

While many forms of interaction are theoretically possible, 

currently discussion forums are the de facto primary venue in 

MOOCs for leaner-learner and learner-instructor interactions. 

Discussion forums are valued by instructors as an important 

instrument for understanding and intervening in learning activities 

[29, 16], while learners use them for giving and getting help for 

challenges they encounter in their learning [2, 30]. 

In order for these activities to happen effectively, instructors and 

learners need to be able to find the messages relevant to their 

purposes. However, due to the large number of participants in 

MOOCs, discussion forums are often plagued by information 

overload and chaos [24, 3]. On top of this, a large proportion of 

MOOC posts are not directly related to the course [3]. As a result, 

forums become overwhelming and confusing for users to navigate 

[15]. This is an exacerbation of problems seen in traditional 

discussion forums for over a decade [13, 9, 26]. Such problems 

can lead to extremely low levels of responsiveness [14] which 

means the desired understanding, intervening, help giving and 

getting activities are not optimized [12]. 

Currently, there are very limited means for addressing overload 

and disorder in MOOC discussion forums. One commonly used 

strategy is to set sub-forums for different purposes. However, 

misplaced posts are common in MOOCs [27], indicating that this 

strategy hasn’t been very successful. An alternative strategy has 

been to ask learners to tag their posts, making it easier for others 

to identify different types of postings. But just like with sub-

forums, there is no guarantee that learners will tag their posts in 

accurate and consistent ways. In addition, many MOOC forums 

allow learners to sort posts by the number of views and votes 

made by other users. However, such forms of peer 

recommendation are subject to bias through the disproportionate 

effect of early support (the “rich get richer” phenomenon) and 

positioning effects [20]. More importantly, since these features 

simply indicate the general “popularity” of messages, their value 

in distinguishing the type of information different posts contain is 

questionable [6]. This indicates the need for novel tools that can 
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more effectively assist instructors and learners in navigating the 

complicated landscape of MOOC discussion forums to find the 

posts they are looking for. 

In this study, we address the overload problem in MOOC 

discussion forums by developing a model to automatically classify 

threads as substantially related to the course material or not. In the 

following section we first review prior efforts to address overload 

in MOOC discussion forums and justify why helping instructors 

and learners easily distinguish content-related and non-content-

related posts is a useful and novel contribution to this problem 

space. We then describe how the concept was operationalized to 

manually code threads from three statistics MOOC discussion 

forums according to whether or not they were substantially related 

to the course subject, and subsequently develop and test a 

classification model to automatically identify content-related 

threads. Through this work, we aim to build a foundation for tools 

that can help MOOC instructors and learners locate forum threads 

addressing the learning of course material more easily. 

2. LITERATURE REVIEW 
Research efforts targeting overload and chaos in MOOC 

discussion forums generally fall into two categories. One is 

machine-oriented solutions that use automatic tools to diagnose 

learner’s posts and provide prescribed help or resource as 

appropriate. For example, [1] targeted the lack of responsiveness 

in MOOC forums with an automatic tool that detects confusion in 

posts and recommends relevant video clips to the learner. 

Automated approaches have value in providing personalized 

instant intervention to learners in need of simple answers to 

straightforward questions; however, in many cases, learners’ 

needs are more complex or idiosyncratic, may not be sufficiently 

addressed by preexisting material, and pointing learners to videos 

they have already viewed could be frustrating, creating a negative 

affective state for learning [8]. In such cases, responsive human 

interaction may be a more useful resource for support [25]. In 

addition, by reducing the need and opportunity for human 

interaction, automated solutions risk exacerbating the lack of 

community in MOOCs, which has been a prominent issue 

associated with learning difficulties and dropouts [18]. 

The second category of approaches to addressing MOOC 

discussion forum disorder also begins with the automated analysis 

of discussion forum posts, but with the goal of supporting human 

interaction. These approaches have generally been either 

instructor-oriented or learner-oriented. Instructor-oriented 

approaches aim to assist instructors in making efficient and 

effective interventions in discussion forums. For example, [4] and 

[5] both aimed at optimizing instructor’s intervention decisions 

with post recommendation systems. They built models based on 

instructor’s intervention histories and tested how well the models 

could identify where instructors had chosen to intervene. While 

such models allow instructors to replicate their current 

intervention patterns more efficiently in the future, this approach 

overlooks the important question of if the existing patterns are 

desirable in the first place. Given that typically instructors may 

not have reviewed all existing posts before deciding where to 

intervene, and that subjectiveness and arbitrariness are common in 

these decisions [4], models based on prior intervention history 

alone may be insufficient, or even harmful, in meeting the goal of 

identifying posts in which intervention should occur.  

Taking a different approach to support instructor intervention, [27] 

aimed to use existing discussion forum structures to inform 

instructors’ reading decisions. They assumed that threads in the 

same sub-forums generally involve the same types of interactions 

and thus have common features that can help identify misplaced 

ones. Using the sub-forum titles (e.g. Lectures, Assignments, 

Meetups) as labels, they extracted five types of language-

independent thread features: thread structure (e.g. length and 

breadth), underlying social network (e.g. number and density of 

users within a thread), popularity (e.g. number of views and votes), 

temporal dynamics (e.g. message rate), and content (e.g. quantity 

of text and hyperlinks). Using this feature set, the researchers built 

a model to identify misplaced threads in each sub-forum. Their 

results showed that non-linguistic features could be useful for 

identifying “small talk” threads (the majority of which were found 

in Meetups), but had limited utility in differentiating between 

other post categories.  

Finally, [16] addressed instructor’s intervention decision from a 

social network perspective. Instead of classifying and filtering 

posts based on their content, they aimed at identifying a small 

group of prominent learners to amplify the effect of (an inherently 

limited number of) instructor interventions. They modeled MOOC 

forums as a social network and developed an algorithm to identify 

the most influential learners. The underlying assumption was that 

by making responses to these learners’ posts, the effects of the 

instructor’s intervention would disseminate to a large number of 

other learners, though this logic was not tested in that study. If 

effective, this approach has the potential to broadcast instructor’s 

influence most widely with minimum intervention cost; however 

it overlooks the specific learning needs of less prominent or 

networked learners. Additionally the most influential learners may 

not be the ones who most need the instructor’s help. 

In contrast to instructor-oriented approaches which have looked 

for general, high-impact ways to intervene, learner-oriented 

approaches have focused more on addressing specific learner’s 

needs and promoting personalized interactions. For example, [34] 

aimed at assisting learners’ reading choices and developed a 

model that recommends discussion threads that match learner’s 

interests as reflected by their previous activities. Similarly, [33] 

built a question recommendation system that analyzes learner’s 

intellectual and behavioral characteristics, and recommends 

people to answer questions considering relevance to their 

interests, level of intellectual challenge, and anticipated workload. 

These approaches provide learners with personalized interactions 

and make effective use of learner’s participation efforts in 

discussion forums; they are thus one productive solution path to 

pursue. However, sorting posts based on historical learning 

behaviors creates a self-reinforcing narrowing of the field of 

vision that may not sufficiently reflect learners’ evolving interests 

and needs. It also doesn’t support them to explore for diversified 

learning opportunities. Thus modeling based only on prior activity 

and interests may not be desirable as the sole solution strategy. 

Another approach that can help address learners’ needs is topic-

based post classification, which could help learners to browse a 

more organized set of posts for ones that may interest or benefit 

them. Topic-based classification has been an objective of several 

prior research efforts; however, the scope of the topics has not 

been clearly or consistently defined. [3] categorized posts as 

“course-related” (course-specific discussions and course logistics) 

versus “small talk” (for social purposes). They built a model based 

on topical features of these two categories to classify and rank 

posts according to their relevance to the course. While effective 

for its given purpose, their categorization did not distinguish 
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between discussions of the learning of course material and those 

about logistical and technical issues, which are substantially 

different. Such distinction was made in [30]’s framework for post 

topics in MOOC forums, but this initial study did not go beyond 

defining categories to create models to identify such posts. Thus 

principled identification of learning-content-related MOOC posts 

remains a promising, but as yet not fully realized, line of research.  

3. THE CURRENT STUDY 
In the current research, we extend the work of these prior studies 

to address information overload in MOOC discussion forums by 

providing a clear and theoretically justifiable way to categorize 

posts and build a classification model based on this 

categorization. Our approach is designed to address the needs of 

both instructors and learners in finding relevant posts by focusing 

on the identification of those which are substantively related to 

the content of the course material. While there are certainly other 

reasons that students and instructors may come to a discussion 

forum (for example to report or find out about technical/logistic 

problems or make social connections), we argue that 

communication about course content-related issues is (a) an 

important function of MOOC discussion forums; (b) where the 

greatest direct learning-related activity takes place; and (c) a 

particular kind of interaction, different in character from technical 

and social exchanges. Thus identification of content-related posts 

is the focus of this work.  

From instructor’s perspective, this can be helpful in directing their 

attention and domain expertise where it can be of most value. 

Other posts, such as those for social purposes, may not be directed 

at or need instructor intervention [27]. Moreover, posts that do 

require non-peer responses involve diversified issues, many of 

which would be best addressed by other members of the MOOC 

instructional team such as TA and technical staff [4].  Finally, 

even if an instructor chooses to engage with both content- and 

non-content-related posts, it may be most efficient to do in 

batches, focusing their cognitive efforts on similar tasks at a time. 

From the learner’s perspective, identifying threads based on 

whether they address questions about the course material is also 

desirable. While MOOC learners are diversified in learning goals, 

engagement patterns, and workload commitment, for the majority 

of learners who do more than just simply enroll, the purpose in 

taking a MOOC is learning-related, with logistic and social 

concerns serving supporting roles [19]. Thus, allowing learners to 

find the posts that address course-content-related issues can 

support learning. Importantly, by making the category all course-

content-related posts, rather than those on specific topics as might 

be found with a search functionality, our approach allows learners 

to benefit from valuable peer questions they would not have 

thought to ask themselves. From the question-asking side, this 

approach also helps threads that substantially involve the course 

material get more attention and potential responses. In this way, 

the tool aims to foster learning interactions in the discussion 

forum. 

3.1 Study Framing 
The content of discussions in forums can be analyzed at various 

levels, such as thread, post, or sentence. When users navigate 

discussion forums, they usually browse the starting post in a 

thread to determine whether or not they are interested. Although a 

discussion thread may change direction as new participants join 

[30], the starting post reflects the primary intention of the thread 

initiator and largely scopes the content of the subsequent replies. 

Therefore, the starting post of a discussion thread is a useful unit 

of analysis for the purposes of this study. 

In this work we define content-related starting posts as those that 

seek/provide help, opinions, or resources directly related to the 

course subject. This includes posts that ask or answer subject-

related questions, share subject-related opinions, and those that 

share/comment on external resources related to course subject. 

Given the focus on identifying content-related starting posts, the 

rest of the threads are considered simply to be non-content-

related, although we acknowledge that this broad framing could in 

the future be divided into subcategories such as socializing, 

technical problems, logistical questions etc. This binary 

classification goes beyond the work of [3], building on [30] to 

provide a refined criterion for distinguishing forum activities 

substantially related to learning of course material from other 

forum activities. To our knowledge, no previous work has focused 

in this way on identifying content-related discussion threads to 

assist human interaction in MOOCs. 

Finally, we limit the scope of this initial work to MOOCs in the 

domain of statistics. Such limitation provides a useful test-bed for 

the viability of the approach in a local context, before addressing 

potentially more complicated questions about generalizability 

across domains. Statistics was chosen as the area of focus both 

because (like many MOOCs) it addresses a technical domain, and 

because several sets of relevant data for model development and 

testing were available. While a practical concern, accessibility to 

sufficient data from real MOOC discussions in particular kinds of 

courses is imperative for valid modeling and testing.  

3.2 Research Issues 
As content-related and non-content-related posts address 

substantially different topics, forum users may use language 

differently in such postings. Therefore, as a first step it is worth 

exploring whether or not content- and non-content-related posts in 

statistic MOOC discussion forums have distinct linguistic features 

that could be used for classification: RQ 1: Do starting posts of 

content-related threads in a statistics MOOC discussion forum 

have distinguishing linguistic features from starting posts of non-

content-related threads? 

If distinctive linguistic features are found, it may then be possible 

to use these to build a classifier that detects whether or not a post 

is content-related based on these: RQ 2: Can linguistic features 

be used to create a model that reliably identifies starting posts of 

content-related threads in a statistics MOOC discussion forum? 

Apart from the linguistic features of starting posts, peer 

recommendations such as views and votes are potential indicators 

(or distractors) in the identification of content-related threads. 

These are important to test since they are common post-sorting 

features used by learners: RQ 3: Are the number of views and 

votes useful in predicting content-related starting posts? 

If a reliable classifier is built, the next question is the degree to 

which it is useful on data generated in similar situations. The most 

similar situation in the case of MOOCs would be a new group of 

students taking the same course. The next degree of generalization 

would be to look at data from a new group of students taking a 

different course on the same general topic: RQ 4: Does the model 

generalize to another offering of the same statistics MOOC and a 

different statistics MOOC? 
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Finally, the proportion of content- and non-content-related posts 

in discussion forums may vary over time due to changes in 

learners’ interests and needs as a MOOC proceeds [3]. For 

example, when a course just begins, learners may generate many 

posts to initiate study groups and ask for software-related 

technical assistance; when the course is about to conclude, 

learners may flock in to express gratitude and ask about credential 

issuance. Variation in the proportions of topics discussed may 

affect the performance of a linguistic model. For this reason, an 

important concern for the applicability of a model generated on 

completed course data to a live MOOC situation, is how well it 

performs on data from different time segments in a course: RQ 5: 

How well does the model identify starting posts of content-related 

threads from particular time segments of a course? 

4. METHODS 

4.1 Data Source 
This study was conducted on data from three completed MOOCs 

offered in 2013 and 2014 on Stanford open-source platform 

Lagunita (initially called Stanford OpenEdX). The initial 

examination of linguistic features and modeling efforts were 

conducted on data from an offering of Statistics in Medicine 

(StatMed’13). The generalizability of this model was tested on 

data from a later offering of the same course (StatMed’14), and a 

different statistics course Statistical Learning (StatLearn). The 

usefulness of the number of views and votes was tested on all 

three courses; time segments could be evaluated only for the 

external test sets StatMed’14 and StatLearn. 

4.1.1 Course Contexts 
Statistics in Medicine is an introductory course on probability and 

statistics with a special focus on statistics in medical studies. 

There was no prerequisite for taking the course. Optional modules 

in the course covered advanced math topics and basic data 

analysis in R. The course was 9 weeks long and the estimated 

weekly workload was 8 to 12 hours. Course materials included 

lecture videos and optional readings. Assessment consisted of 

quizzes, homework assignments, and a final exam. The course 

provided a discussion forum for interaction in nine topic areas 

(Figure 1.a). Learners were invited to post questions and 

comments about the course in the forums for response by other 

learners, the TAs and the instructor. 

 Discussion Topic Areas   

 Course Material Feedback   

 External Resources   

 General  Discussion Topic Areas 

 Homework  Course Material Feedback 

 Introductions  General 

 Platform Feedback  Platform Feedback 

 Study Group  Quiz and Review 

 Tech Support  R and RStudio 

(a)     Video (b) Tech Support 

Figure 1: Forum structures for (a) StatMed and (b) StatLearn. 

Statistical Learning is an introductory-level course in supervised 

learning with a focus on regression and classification methods. 

The prerequisites included introductory courses in statistics, linear 

algebra, and computing. In this course, computing was done in R. 

Course materials included lecture videos and readings. The course 

was 9 weeks long with an estimated weekly workload of 3 hours. 

Assessment was based on the completion of quizzes. The course 

provided a discussion forum for interaction in six topic areas 

(Figure 1.b). Students were invited to post questions and 

comments about the course in the forum. 

4.1.2 The MOOCPosts Dataset  

The MOOCPosts Dataset 1  was obtained from researchers at 

Stanford University. The dataset consists of a selection of 

randomly chosen forum posts from several MOOC courses. The 

subset of the data pertaining to StatMed’13, StatMed’14 and 

StatLearn was used in this study. Forum information provided in 

the dataset included the following: thread id; post id; post position 

in thread (starting post or reply post); post text; post creation date 

and time; number of times post was viewed; and number of votes 

post received. Thread titles were not included in the data set. A 

number of manual post annotations were also provided, but not 

used in this research. The number of threads and posts provided 

for each course are shown in Table 1. 

Table 1: Number of threads and posts in the provided dataset 

Course Name  # of Threads  
# of Posts  

(starting posts & replies) 

StatMed’13 844 3320 

StatMed’14 310 1218 

StatLearn 626 3030 

4.2 Data Preparation 
The entire set of starting posts for StatMed’13 was coded in order 

to have sufficient data to train the model. Smaller sets of starting 

posts from StatMed’14 and StatLearn were coded to serve as 

external test sets. This included all 310 of the starting posts from 

StatMed’14, and 300 randomly selected starting posts from 

StatLearn. Reply posts were used only for contextual information 

during manual coding when necessary. 

Seven duplicated posts and one post containing foreign language 

were removed from the datasets. An additional seven posts were 

removed during the coding process because it was not possible to 

make a coding decision without the (missing) thread titles. After 

all post removals, 99% of data remained in the analysis, with the 

number of starting posts in StatMed’13, StatMed’14 and 

StatLearn datasets being 837, 304 and 298 respectively. All 

anonymization codes were cleaned from post text before coding.  

4.3 Coding  
Each starting post was coded by two researchers as relating 

substantively to the course material or not according to the 

definition set out in Section 3.1. A coding guide with detailed 

category descriptions and examples was provided to both coders.  

A rule of leniency towards the content-related category was 

adopted for borderline cases so as to maximally capture content- 

related linguistic features. Coder training was conducted on data 

not included in this study in cycles of 25 posts until reliability as 

indexed by Krippendorff's alpha was stable at an acceptable level

                                                                 

1 http://datastage.stanford.edu/StanfordMoocPosts/. 
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Table 2: Top 30 features of content-related and non-content-related starting posts organized by category  

Category Content-related Non-content-related 

Course Subject 
value, mean*, calculate, probability, p, difference*, 

standard, data, test 
  

Learning Process understand, example, mean*, difference*, question*   

Question Words how*, what*, which*, why*, does*, is*, are* was* 

Connectors 
of, of_the, in, in_the, about, between, that, then, if, 

which,* why*, how*, what* 
On 

Existence / Condition is*, are*, does*, not was*, had*, have* 

Course Tasks and 

Platform Resources 
question* 

final, homework, submit, the_final, answers, quizzes, 

exam, work*, download, videos, course, the_course, 

this_course 

Pronouns We my,  I_have, but_I, I_had, your, all* 

Quality / Quantity  again, all*, time* 

Effort / Action  work*,  had*,have*,  made 

Appreciation  great, thank_you, thank 

*An asterisk indicates a word that appears in more than one category due to different uses.

( >.70). Study data was then coded in subsets of 100 to 169 

posts for all courses. All differences were discussed and 

reconciled before the coders proceeded to the next subset. Coding 

reliability was good for all three courses: StatMed’13 (=.77); 

StatMed’14, (=.82); StatLearn, (=.84). 

4.4 Feature Extraction and Modeling 
Lightside Researcher’s Workbench v2.3.1 was used to perform 

feature extraction on coded starting posts in StatMed’13, using the 

basic bag-of-words feature set and a rare threshold of 5. Unigrams 

and bigrams alone were most useful for characterizing and 

modeling posts. Stopwords were not removed from the feature 

lists because they were found to be helpful for modeling. This 

follows a general trend in the information retrieval systems to 

include stopwords in feature sets [22]. A total of 2410 features 

were extracted. After Arabic numbers, symbols, and features 

substantially incorporated by other features (e.g. “’m” is 

incorporated by “I_’m”) were removed, 2236 features remained. 

All 2236 features were then used to train a binary L2 regularized 

logistic regression classification model (thread starting post as 

content-related or not).  The model was first evaluated by ten-fold 

cross-validation, and then on independent test sets from 

StatMed’14 and StatLearn. Additional modeling was conducted to 

test the usefulness of the number of views and votes that starting 

posts received for classification. The predictive ability of the 

model for posts from different time segments in the course was 

tested by dividing the test datasets for StatMed’14 and StatLearn 

respectively into three equal subsets according to posts’ time of 

creation. 

5. RESULTS 
Content-related and non-content-related posts were relatively 

equal in proportion across all three courses with the percentage of 

content-related starting posts in StatMed’13, StatMed’14, and 

StatLearn being 47%, 54%, and 51% respectively. 

5.1 Research Question 1: Linguistic Features 

of Thread Starting Posts 
Stark differences were found between the top 30 features (ranked 

by kappa) of content- and non-content-related starting posts. At a 

basic level, the lists were composed of completely distinct terms. 

To probe this distinction further, features were organized into 

categories based on examination of their uses in the text (Table 2). 

The vast majority (85%) of the features across both categories did 

not appear to be specific to the course’s subject domain. Many 

features of content-related starting posts were associated with the 

process of learning, involved question words or terms describing 

relationships between ideas (connectors). For content-related 

starting posts only, several linguistic features related to the course 

domain were found. The features of non-content-related starting 

posts did not appear to be related to the course domain. Rather 

they were terms related to course tasks, resources, and those that 

refer to the course itself. In addition, several terms referring to 

effort/action, quality/quantity, appreciation, and pronouns were 

found in this category. Both categories contained several terms 

related to existence and condition. 

Within categories common to both content- and non-content-

related features, stark differences were also observed. The only 

content-related feature in the Course Task and Platform category 

(“question”) refers to a more specific form of course task than the 

six non-content-related features (e.g. “homework”, “exam”). 

Similarly, the category of Pronouns was dominated by non-

content-related features containing a variety of first-person 

singular references (e. g. “I”) while the only content-related 

Pronoun feature is the first person plural pronoun “we.” Existence 

/Condition was the only feature category that did not show stark 

difference between content- and non-content-related features. 

Collectively these findings indicate content-related starting posts 

in StatMed’13 have distinguishing linguistic features from non-

content-related ones, irrespective of specific course vocabulary. 
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5.2 Research Question 2: Identifying Content-

Related Threads 
The model created showed reasonably good reliability in 

identifying content-related starting posts in StatMed’13  

(accuracy=0.80, kappa=0.61). Recall was 79%: 315 out of 397 

content-related posts were identified. Precision was 79%: an 

additional 82 posts were (incorrectly) classified as content-related, 

leading to a total of 397 that were assigned this label2. These 

results show that, at a basic level, linguistic modeling can reliably 

identify starting posts of content-related threads in a statistics 

MOOC discussion forum. 

5.3 Research Question 3: Predictive Value of 

the Number of Views and Votes  
Adding the number of views and votes each starting post received 

as additional features to the base model did not produce 

substantial improvement (Table 3). In addition, models created 

using only these features produced very poor classification results 

(all kappa < .13). These results indicate the number of views and 

votes are not useful for identifying content-related starting posts. 

Table 3: Reliability statistics of the base model and with 

additional features for StatMed’13 (cross-validation) 

 Base model + #of views + #of votes 

Accuracy 0.80 0.80 0.80 

Kappa 0.61 0.60 0.61 

Recall 0.79 0.79 0.78 

Precision 0.79 0.79 0.80 

5.4 Research Question 4: Testing the Model’s 

Cross-Course Generalizability 
To examine the generalizability of the model, it was first tested on 

the data from a second offering of the same course, StatMed’14. 

Results were consistent with those from the initial data-set 

(accuracy=0.81, kappa=0.62). Recall was 85%: 140 out of 165 

content-related starting posts were identified. Precision was 81%: 

an additional 32 posts were (incorrectly) classified as content-

related, leading to a total of 172 that were assigned this label. 

Similar to StatMed’13, adding the number of views ad votes did 

not improve the model (see Table 4). As StatMed’14 is a second 

offering of StatMed’13, it’s not surprising that the posts have 

highly similar contents and thus similar linguistic features. While 

these results are promising, we need to go beyond multiple 

offerings of the same class to look at if the model can work across 

different courses in the same subject area. 

To find out how well the model performs on a different course on 

a similar subject, the model was tested on the coded starting posts 

from StatLearn. StatLearn was an advanced course for learners 

with introductory knowledge of statistics. Although StatMed’13 

and StatLearn both contained math and statistics content, they 

were independent courses. Nonetheless the results were again 

largely consistent with those of the previous trials (accuracy=0.80, 

kappa=0.60). Recall was 90%: 137 out of 153 content-related 

posts were identified. Precision was 76%: an additional 44 posts 

                                                                 

2 It is coincidence that the number of posts coded as content-

related and the number identified by the model were equal. 

were (incorrectly) classified as content-related, leading to a total 

of 181 that were assigned this label. These results show that the 

model has reasonably good generalizability to a different course 

on a similar subject. Similar to the two StatMed courses, adding 

the number of views and votes did not improve the model (see 

Table 5). 

Table 4: Reliability statistics of the base model and with 

additional features for StatMed’14 (test set) 

 Base model + #of views + #of votes 

Accuracy 0.81 0.81 0.81 

Kappa 0.62 0.61 0.61 

Recall 0.85 0.84 0.86 

Precision 0.81 0.81 0.80 

 

Table 5: Reliability statistics of the base model and with 

additional features for StatLearn (test set) 

 Base model + #of views + #of votes 

Accuracy 0.80 0.80 0.82 

Kappa 0.60 0.59 0.63 

Recall 0.90 0.90 0.90 

Precision 0.76 0.75 0.78 

5.5 Research Question 5: Testing the Model 

on Different Time Segments in a Course 
The proportion of content-related starting posts in different time 

segments varied in both StatMed’14 and StatLearn (Table 6). In 

StatLearn, the distribution pattern was similar to that anticipated: 

a higher concentration of content-related starting posts in the 

middle of the course. In StatMed’14, however, the proportion of 

content-related starting posts increased continually over the time 

segments. This may be related to the fact that StatMed’14 had a 

final exam at the end of the course while StatLearn did not. 

Table 6: Results of StatMed’13 model on data from different 

time segments in StatMed’14 and StatLearn 

Course Dataset % C A K R P 

StatMed’14 

1st third 

(n=102) 
47% 0.83 0.67 0.92 0.77 

2nd third 

(n=101) 
53% 0.76 0.53 0.72 0.81 

3rd third 

(n=101) 
62% 0.84 0.66 0.90 0.85 

StatLearn 

1st third 

(n=100) 
38% 0.75 0.50 0.84 0.63 

2nd third 

(n=99) 
65% 0.77 0.46 0.89 0.78 

3rd third 

(n=99) 
52% 0.88 0.76 0.94 0.84 

% C =percent of content-related starting posts in data subset, 

A=accuracy, K=kappa, R=recall, P=precision 

To test how well the model classified posts from different time 

segments in the courses, the model was applied to each of three 

temporal subsets in StatMed’14 and StatLearn (Table 6). The 
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model achieved consistently good classification results 

(accuracy > 0.75, kappa > 0.46) across time segments. Overall 

model reliability as indexed by kappa was lowest for the middle 

time segments in both courses. For StatMed’14 this seemed to be 

related to a reduced level of recall. For StatLearn, both recall and 

precision remained high for the middle time segment, thus the 

depression in kappa is due to the greater proportion of actual   

content-related posts in the subset3. The first time segment of 

StatLearn also showed a substantially lower level of precision 

than all other segments across the two courses (0.63 compared 

with 0.77 and higher). This may be related to the low level of 

content-related posts in this segment. 

6. DISCUSSION 
This research investigated the automatic identification of content-

related threads as an approach to address problems of information 

overload and chaos in MOOC discussion forums. Building on 

prior findings that MOOC discussion forum posts can be 

categorized as pertaining to the learning of course material or not 

[30] and that classification tools can sort posts for users based on 

relevance [3], this study extended the line of research by building 

a classification model to support students and teachers in finding 

content-related posts. Results showed that content-related starting 

posts in a statistics MOOC had distinguishing linguistic features 

from non-content-related ones that could be used reliably for 

identification. Highly weighted extracted features were mainly 

terms that did not appear to relate to the topic of statistics; the 

number of views and votes a post received were not useful 

features for the classification task. The model generated 

demonstrated good generalizability to both a second offering of 

the same course and a different course on statistics; classification 

was also successful across different time segments of the courses.  

6.1 Notable Features of the Model 
Several findings in our study diverge from previous work. First, 

the success of our model upholds the value of simple modeling. 

Literature shows that many models built for classification 

purposes in MOOC discussion forums have been based on 

complicated feature sets [27, 3], but our model was built using 

only unigram and bigram linguistic features and achieved 

consistently good classification results across three course 

(accuracy>.80, kappa>.59, recall>.79, precision>.78). This 

indicates that complex feature combinations are not necessarily 

needed for useful classification results.  

Second, our findings affirm the indicative power of linguistic 

features for topic-based post classification in MOOC discussion 

forums. Notably, in contrast to the customary practice of 

excluding stopwords when choosing linguistic feature for 

classification modeling of MOOC posts [1, 4], our test on feature 

combinations found that including stopwords improved the model. 

In fact, a large proportion of the top features of content- and non-

content-related starting posts were commonly used stopwords. 

Therefore it is worthwhile to further explore and interpret the 

usefulness of stopwords in topic-based classification.  

                                                                 

3 This exemplifies the critique that has been levied against the 

kappa statistic as being overly sensitive to the base rate 

proportions, resulting in a low value even when the actual 

ratings themselves have high levels of accuracy. 

Finally, our findings that the number of views and votes were not 

helpful for our classification purposes suggest the need to 

reexamine the role of these features in MOOC discussion forums. 

Our results echo previous findings [6] that these features are not 

good indicators of the content-relatedness of MOOC discussion 

posts. In prior work, [27] found the number of views and votes to 

be useful in detecting social “small talk” threads, but not for 

distinguishing between other kinds of posts as we sought to do 

here. Notably this is different from the situation in more formal 

education contexts. For example, in a traditional discussion forum 

in a university class the content of messages which were “liked” 

(equivalent to a vote) were of higher cognitive complexity than 

those messages which were not liked [21]. The power of learning 

context difference is very apparent here: while [21] studied a 

small graduate-level course which emphasized online discussions 

as a site for social knowledge construction, MOOC discussion 

forums are designed to support more diversified functions 

including learning support, course management, technical 

support, feedbacks, and social interaction.  Given such varied 

purposes of use, the indicative power of the number of views and 

all-purpose votes are questionable. Instead, it may be fruitful to 

have a (limited) variety of types of votes available to users; for 

example critical content issue and pressing logistical / technical 

concern. Such tailored votes could be useful indicators in future 

prediction models. 

6.2 Practical Benefits  
The model built using the extracted features had not only good 

internal validity, but also good generalizability on a second 

offering of the same course. This is of particular practical value, 

as given the high cost of development, many MOOC instructors 

plan to offer the same course multiple times [15]. Moreover, the 

model showed almost equivalent reliability on another 

independent statistics MOOC, indicating that within this topic 

area, there seems to be linguistic consistencies in the way 

questions are asked across different courses. These findings 

suggest that the developed model could be applicable to a variety 

of courses on similar topics offered by different institutions. 

Importantly, the verification that the model works for different 

time segments in MOOCs suggests substantial value for real-time 

application.   

The model can be applied to MOOC teaching and learning in 

multiple ways. The most straightforward approach is to use it to 

drive a live thread-sorting feature in the interface that can help 

instructors and learners to navigate the discussion forums and find 

threads related to the learning of course material more efficiently. 

This can inform instructors’ intervention decisions in a live course 

situation and help learners find learning interaction opportunities 

more easily. To give a sense of how this would change 

instructors’ and learners’ experiences using the forums, consider 

that the proportion of content-related posts in StatMed’13 was 

47%. If an instructor or learner read all discussion threads 

indiscriminately, more than half of their effort would be 

consumed by ones not related to the course content. With the help 

of a filter based on our model, users could narrow their task to 

less than half the total threads in the forum (397 out of 837 

starting posts were labeled as content-related) of which almost 

80% would be content-related ones. In courses where the actual 

proportion of content-related posts is lower (for example [6]) use 

of the model would bring even larger benefits. 

Another use of the model could be a live tagging tool that 

analyzes the posts being composed and prompts learners to tag 
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them as content-related or not, so as to make them easier to locate. 

Taken a step further, the model could be used to identify learners 

who have particular posting patterns, for example asking some 

number of content-related questions or asking a large volume of 

exclusively non-content-related questions. Such patterns may be 

indicative of particular goal-orientations (e.g. performance, 

mastery, work-avoidance) which are more or less beneficial for 

learning [32]. This creates the potential for targeted interventions 

that could help encourage learners to adjust their engagement 

patterns. However, whether it is appropriate to adopt such a 

proactive learning-oriented intervention will be largely dependent 

on an instructor’s perspectives on learning and instruction and the 

overarching goals of the course.  

Moreover, the model could also be applied as a collector that 

helps instructors and researchers gather content-related posts from 

concluded courses. As content-related posts contain interactions 

related to the learning of course material, these posts are quality 

data for analysis aiming at improving course design and 

understanding learning in MOOCs.   

6.3 Potential Domain-Generality 
Findings showed that content-related and non-content-related 

starting posts in a statistics MOOC had distinct linguistic features. 

The top features of content-related starting posts were terms 

related to the process of learning and understanding, question 

words, terms that connect ideas, and the course topic of statistics 

while the top features of non-content-related starting posts were 

terms related to the course tasks and platform, effort / action, 

appreciation and pronouns. Notably the vast majority of features 

across both categories were language related to the course-taking 

process (learning, asking, connecting, using the platform, 

fulfilling tasks) or interpersonal concerns (pronouns, appreciation) 

rather than topic-specific language about statistics. While 

somewhat counterintuitive, the contradiction of the notion that 

common linguistic features are vulnerable to domain influence 

[27] is actually quite logical. Although content-related posts may 

contain more statistical language generally, given the diversity of 

statistics topics about which questions might be asked, there are 

few particular statistics words that will be used frequently enough 

to be identified as a top feature. Thus it is the language that 

surrounds the asking of such questions (interrogatives, learning 

process words, connectors) that are used again and again 

regardless of the specific focus of the question being asked.  

Though not surprising, the predominance of seemingly domain-

unrelated features is powerful with respect to the potential for a 

linguistic model of content-relatedness to generalize across 

courses and domains of learning. This runs in contrast to the 

recent result by [11] who found that generalized analytics built to 

predict academic success (course completion and grade) across 

multiple courses both had less predictive power than those built 

for specific courses and consistently misidentified the most 

relevant predictors in a given situation. They concluded that 

attention to the instructional conditions and the ways technology 

is used in particular courses must be considered in deciding what 

predictive factors to include and how to model them. [11] raises 

an important concern for the learning analytics community: the 

tension between a desire for portable models that give leverage to 

our work and the need to take into account the particularities of 

individual learning contexts. Acknowledging this concern, we 

limit claim of the potential generality of our model for MOOC 

discussions to the condition that it is being uses to classify starting 

posts in forums designed for the purpose of Q&A4. As we have 

discussed elsewhere [6], there are a variety of other uses to which 

discussion forums might be put. The similarity between the 

linguistic patterns generated in such situations and here cannot be 

assumed and thus would need to be investigated empirically. In 

addition, within a Q&A format, even if the key words used are not 

domain-specific, there may be differences in the ways in which 

learners in different domains ask questions (for example compare 

the non-domain specific words in the following questions: “Is it 

possible to write this algebra function with one definition?” 

versus “I am wondering about if, when and how literature can 

inspire people to violence”). We are currently exploring the 

domain generality of the model generated on the statistics 

discussions by applying it to increasingly distant subject areas. 

6.4 Limitations and Future Research 
This study has limitations with respect to the conceptualization, 

coding and modeling of “content-relatedness”, and the use of 

thread starting posts as the target for modeling. 

First, the choice to classify based on content-relatedness was 

made based on common concerns of educators from a learning 

perspective. Posts on other topics, such as course logistics may be 

important to instructors in other ways and can be targeted 

accordingly. In defining the scope of “content-related” there was a 

challenge in being inclusive enough to maximally meet the 

practical needs of forum users and at the same time control the 

level of noise in sorting results. Thus the delineation of the 

content/non-content boundary required decisions of inclusion and 

exclusion that could vary depending on a forum user’ perspective. 

The categorization in this research was developed based on 

negotiations among the three researchers, all experienced 

educators and online teachers. For example, posts that discussed 

external resources related to the course material were considered 

content-related in that such comments may reflect important ideas 

or misconceptions about the course content and thus are worthy of 

instructors’ attention. Similarly, posts that shared resources 

related to the course material were also considered content-related 

as they could provide learners with extended learning 

opportunities. However, in reality, instructors and learners may 

want to target a more narrow conception of content-relatedness 

due to the limited time and energy they have available.  

Second, there were several practical challenges in labeling posts 

as content- versus non-content-related. The most notable of these 

occurred with error-reporting posts (in which students reported 

aspects of the course materials that they thought were in error). 

Error-reporting posts were difficult to code for several reasons. 

First, there were several types of possible errors. Some were low-

level, such as typos and speaking errors in lecture videos. These 

were ostensibly related to the course content but conceptually 

were unlikely to lead to meaningful learning. Other posts reported 

apparent higher-level errors, such as misapplication or inaccurate 

interpretation of concepts, but these posts were not always correct 

in what they perceived as an error. These posts revealing a 

                                                                 

4 It could be argued that generalizability should also be limited to 

the specific discussion tool used (EdX Forum), however it is not 

clear that the structure of this tool influences the language used 

within it. In addition as noted in [23], the majority of discussion 

forum software currently in use employ a very similar form. 
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learner’s misunderstanding are critical ones for the instructor (or 

other peers) to address. Finally some posts (correctly or 

incorrectly) reported errors related to course logistics, policy, or 

technical issues, but used similar “error reporting” language to the 

other error types. Moreover, learners reported perceived errors in 

diverse linguistic styles. Some were assertive and straightforward 

while others conveyed confusion and/or suspicion. This did not 

seem to be related to whether what they were reporting was 

actually an error or not. Given all these factors, making coding 

decisions for these posts demanded methodological skills, course 

subject knowledge, and understanding of specific course and 

discourse context, and in many cases had to be made based on 

checking available reply posts for more context. The difficulties 

and ambiguity surrounding such posts for human raters raise 

questions about their quality as a benchmark for machine 

classification. In future work a separate “error reporting” category 

would worth exploring. 

Third, similar challenges arose from the discovery that learners 

often had more than one purpose in making a post, combining 

content-related and non-content-related concerns. Since coding 

criteria was based on the presence (or absence) of content-related 

comments, such posts were not hard for manual coding. However, 

the posts themselves contained mixed linguistic features which 

could cause confusion in the training and testing of the model. It 

is thus not surprising that many of the misclassified posts were 

ones which contained multiple (content- and non-content-related) 

topics. This is a more difficult problem to address since it is 

impractical (though attractive) to oblige students to address one 

issue per post. One potential solution could be to manually 

segment a data corpus of messages a posteriori (for instance at the 

sentence level) for initial model training and subsequently use this 

model to detect and flag the presence of both content- and non-

content-related topics in a post or to calculate the percentage of 

content-relatedness in each post. 

Finally, the model was built with starting post as the analysis unit, 

but it is possible for threads that start with a non-content related 

post to evolve into a content-related discussion (or visa-versa). 

Thus, the current approach could miss emergent content-related 

reply streams or incorrectly identify threads which diverge from 

an initial content-related focus. Future research can examine the 

frequency of such occurrences and, if warranted, include reply 

posts into the data to provide more nuanced diagnostics about the 

discussions so as to better detect content-related portions of 

discussions within threads. Alternatively, it is also possible to use 

features extracted from replies to content- and non-content-related 

starting posts as additional indicators to assist in the 

categorization of threads overall. 

7. CONCLUSION 
Due to the quantity and disorganization of posts in MOOC 

discussion forums, learners and instructors often face an 

overwhelming workload to find the relevant ones to read and 

which to reply [3, 15]. Specifically, a central goal of MOOCs is 

learning, yet a relatively small percentage of posts are 

substantially related to understanding the subject matter of the 

course. This study targeted the automatic identification of such 

content-related posts as a potential tool to help students and 

instructors navigate MOOC discussion forums more effectively. 

The resulting model, which reliably used linguistic features to 

identify content-related starting posts across several statistics 

courses and time periods within these courses, makes both 

theoretical and practical contributions. Theoretically, the study 

enhances understanding of the linguistic qualities of discussion 

posts associated with content-relatedness. It also raises doubts 

about the use of number of views and votes in MOOC forums as 

universal indicators of posts quality. Practically, it is a step toward 

a tool for using this information to help learners and instructors 

more effectively find content-related posts in MOOCs and thus 

derive the intended learning benefits these online discussions have 

the potential to provide. 
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